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Abstract. The human visual system makes effective use of shading alone in recovering the shape 
of objects. Pictures of sculptures are readily interpreted—a situation where shading provides 
virtually the sole cue to shape. However, shading has been considered a poor cue to depth in 
comparison with retinal disparity and kinetic cues. Curvature discrimination thresholds were 
measured with the use of a surface-alignment task for a range of surface curvatures from 
0.16 cm-1 to 1.06 cm-1. Weber fractions were around 0.1, demonstrating considerable precision 
in this task. Weber fractions did not vary substantially as a function of surface curvature. 
Rotation of the light source around the line of sight had no effect on curvature discrimination 
but rotation towards the viewer increased discrimination thresholds. In contrast, slant discrimi-
nation declined with rotation of the light-source vector towards the viewpoint. When a band-
limited random grey-level texture was mapped onto the sphere, curvature discrimination 
thresholds increased gradually as a function of texture contrast, even though texture and 
shading provided consistent cues to depth. Adding texture also increased slant discrimination 
thresholds, demonstrating that texture can act as a source of noise in shape-from-shading tasks. 

The psychophysical findings have been used to evaluate whether current algorithms for shape 
from shading in computer vision could serve as models of human three-dimensional shape 
analysis and to highlight low-level intramodular interactions between depth cues. It is demon-
strated that, in the case of surfaces defined by shading, curvature descriptions are primary and 
do not depend upon the prior encoding of surface orientation, and Koenderink's local-shape 
index is suggested as an alternative intermediate representation of surface shape in the human 
visual system. 

1 Introduction 
Classically, the problem of three-dimensional perception has been synonymous with 
the problem of how we determine the distance of surfaces from the eye. Although 
variation in surface structure is completely specified in a map of surface distance, it 
does not fully describe the attributes of the objects of vision. More recently, interest 
has focused on the recovery, representation, and description of the three-dimensional 
geometry of surfaces (Barrow and Tenenbaum 1978; Brady et al 1985; Koenderink 
1990; Marr 1982; Todd and Reichel 1989). One way to investigate whether the 
human visual system encodes and represents higher-order properties of surface geom-
etry is to measure the precision with which we can make judgments about surface 
characteristics. In this paper we examine the precision with which we can recover 
surface curvature and surface orientation from shading and texture cues. In a com-
panion paper we report experiments on the judgment of spatial position on surfaces 
(A Johnston and Passmore 1994). 

Investigation of surface-curvature perception has generally involved global compar-
isons. Todd and Mingolla (1983) asked subjects to indicate the apparent shape of 
shaded and textured cylinders by choosing a surface-height profile from a selection of 
five alternatives. Subjects tended to underestimate the extent of cylinders in depth 
when the surfaces were rendered by matte or Lambertian shading, and to over-
estimate the depth of shiny surfaces. The addition of checkerboard texture improved 
the accuracy of subjects' ratings. Bulthoff and Mallot (1990) found a similar pattern 
of results with a shape-matching task. Subjects varied the shape of an ellipsoid 
defined by shading and texture until its perceived shape matched the shape of a 
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comparison object defined by disparity cues alone. Again subjects underestimated the 
curvature of objects defined by either shading or texture alone but the underestima-
tion decreased for a combination of shading and texture. Adding a specularity 
increased perceived curvature. 

To date, experiments on shape from shading and texture have been focused on 
factors affecting perceived curvature rather than discrimination. However, surface-
curvature discrimination thresholds have been measured for binocular disparity cues 
(E Johnston 1991; Rogers and Cagenello 1989). These studies report Weber frac-
tions which ranged from 0.04 to 0.1, demonstrating fine resolution in judgments of 
global shape. However, they differ on whether changing the viewing distance affects 
the accuracy of perceived shape. Rogers and Cagenello found that subjects could 
correctly match the shape of two parabolic surfaces at different viewing distances. 
E Johnston, however, reports distortions of perceived shape which varied with 
viewing distance. Distant objects appeared flattened and close objects appeared 
elongated. 

It is generally considered that shading provides a poor cue to depth in comparison 
with binocular-disparity and kinetic cues (Burthoff and Mallot 1988; Cavanagh and 
Leclerc 1989). A lack of precision in three-dimensional spatial judgments led Todd 
and Reichel (1989) to suggest that our representation of surface shape may be coarse-
grained and based on simple ordinal depth relationships. However, chiaroscuro has 
been the prime vehicle for the depiction of surface shape in art, and shape is readily 
apparent in pictures of sculptures, where shading is the only cue available. Perhaps 
the tasks used to date to investigate the perception of shape from shading have not 
favoured optimal performance. Tasks may have required subjects to make decisions 
about attributes of the surface that are not explicitly encoded by visual mechanisms. 
Here we report data from experiments on the discrimination of surface curvature and 
orientation in which surface-alignment tasks were used that demonstrate the effec-
tiveness of shading cues in shape discrimination. 

2 General methods 
2.1 Subjects 
The authors, AJ and PP, served as subjects in most of the experiments. Both had 
extensive practice on these tasks. Subjects PM, SA, SS, and WC were not aware of 
the purpose of the study. All subjects had normal or well-corrected vision. 

2.2 Stimulus generation and display 
An image of a sphere (figure la) was constructed by ray casting (Foley et al 1990). 
The stimulus-generation software allowed control over the diameter of the sphere, its 
location in the modelling space, the viewpoint, and the location of a single point light 
source. The sphere was rendered by means of a Phong illumination model, 

P= sI^sIp(N'L) + gIp(H'N)\ 
where P is the computed brightness, s is the albedo, 7a is the intensity of ambient 
illumination, Ip is the intensity of direct illumination, and g controls the proportion of 
light reflected specularly. N and L are the surface-normal and light-source-direction 
unit vectors, respectively, and H is the unit vector which bisects L and the line of 
sight. The spread of specular reflection is controlled by the parameter n. Texture 
could be added to the sphere by a texture-mapping technique (figure lb). The plane 
cannot be mapped onto the sphere without distortion. The nature of the distortion 
depends upon the mapping function. We chose to use an equidistant azimuthal 
mapping which preserves radial distances. In the discussion of texture mapping we 
consider the sphere to be oriented with the north pole central and facing the viewer. 
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We can think of the equidistant azimuthal mapping as the result of positioning the 
north pole of the sphere on the origin of the texture map and then transferring the 
texture onto the sphere by rolling along lines passing through the origin. In this pro-
jection there is no distortion of the texture along meridians of longitude, although 
there is some compression of the texture along parallels of latitude. Compression is 
minimal near the central point of the display and maximal at the occluding boundary. 

(c) (d) 

Figure 1. (a) A sphere rendered by ray-casting techniques. The rays emanated from a point 
75 cm from the monitor screen. The centre of the sphere, diameter 7.5 cm unless otherwise 
stated, was located in the plane of the screen. The sphere was shaded by means of a Phong 
illumination model. Details of the illumination parameters are given in the text. In this image 
the point source was located at {0, 70.71, 70.71 cm}. The curvature of central patch could be 
varied while keeping the position of the central point in the patch fixed. The brightness of the 
annulus was set to the brightness of the central point on the patch prior to experimental 
manipulation, (b) A textured sphere was generated by texture-mapping techniques. The texture 
map consisted of a band-limited random-dot image and this image was transferred to the sphere 
by means of equidistant azimuthal mapping. This mapping of the plane onto the sphere results 
in relatively little distortion of the texture as radial distances in the texture map are conserved. 
However, there is some compression of the texture along the parallels of latitude. Compression 
is minimal near the north pole (positioned centrally) and maximal at the equator. The scale 
factor, which describes this compression, is sin(ji/2-^)/(jt/2 —0), where </> is the elevation, in 
radians, (c) One of the stimuli used in the slant discrimination task. The slant of the patch 
could be varied systematically. This image shows a patch at the 0° meridian which is slanted to 
the right, (d) A textured sphere showing a patch at the 40° meridian which has been rotated 
to the left. 
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The scale factor which describes this compression is s in(j t /2- 0)/(jt/2 — $), where <j> 
is the elevation in radians. The texture map provides the albedo value for any point 
on the visible hemisphere. For a given ray through a pixel on the screen the surface 
normal at the intersection point of the ray and the sphere was computed and specified 
in terms of elevation and azimuth. Those parameters were used to index the texture 
map. Since in general the specified location in the texture map would lie between grid 
points, the albedo values were calculated by means of bilinear grey-level interpolation. 

To generate the texture map we filtered a 256x256 pixel random grey-level image 
with an ideal filter which had a 1 octave bandwidth and a centre frequency of 57.6 
cycles per image. We chose a band-limited noise texture in order: (a) to reduce alias-
ing near the boundary of the sphere where the surface is slanted away from the line of 
sight, .(b) to support the use of bilinear interpolation in the calculation of values at 
intermediate location in the texture map, and (c) to provide a regular isotropic texture 
whose spatial scale could be easily manipulated. 

The stimuli were displayed on a 19-inch Sony Trinitron monitor screen under the 
control of a SUN Sparcstation 330. The grey-level display provided 8 bit resolution 
per pixel. In order to linearise the display a lookup table of luminance values was 
determined with a microphotometer and was used to control stimulus brightness. The 
subject viewed the screen monocularly from a distance of 75 cm. The position and 
direction of the light source are specified with reference to a coordinate frame centred 
on the display screen (the xy plane). The z-axis extends from the centre of the 
display through the viewpoint. The light-source slant describes the angle between the 
light-source vector and the z-axis and the light-source tilt specifies the direction of 
slant, with 0° of tilt referring to the upper quadrant of the yz-plane. For the purpose 
of describing positions on the sphere, the sphere is considered to be oriented with the 
north pole at the top of the display. Locations are specified in terms of the parallels 
of latitude and meridians of longitude. 

2.3 Procedure 
2.3.1 The curvature task. The curvature of a central patch on the sphere (figures la 
and lb) could be varied systematically. The patch was separated from the main body 
of the sphere by an annulus of uniform image-brightness values. The brightness of 
the annulus was set to the brightness of the central point in the sphere prior to any 
stimulus manipulation. The subject's task was to decide whether the test patch was 
more curved or less curved than the main body of the sphere. In some control 
conditions the method of single stimuli was used. In these experiments subjects are 
asked to say whether the stimulus on a given trial is more curved or less curved than 
the mean of the set. In the method of single stimuli, feedback was given on errors. 

2.3.2 The orientation task. In the surface-slant task the patch was rotated about a 
vertical axis running through the central point of the patch (figure lc and Id). Again 
the patch was separated from the main body of the sphere by an annulus of uniform 
brightness. The subject's task was to decide whether the patch had been rotated to 
the right or to the left. 

The presence of the annulus ensures that subjects could not use the emergence of a 
brightness transition at the boundaries of the test patch as a cue. In addition, the 
albedo of the test patch was varied by ±10% over trials. This perturbs the average 
brightness of the patch, local brightness gradients, and the brightness range, disturbing 
the continuity of the brightness distribution while maintaining the continuity of the 
surface description. The brightness of the annulus was fixed and unaffected by the 
albedo jitter. 

We measured thresholds using an adaptive method of constant stimuli, APE (Watt 
and Andrews 1981). Discrimination threshold is defined as the standard deviation 
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of the error distribution and corresponds to the 84% point on the psychometric 
function. Thresholds were based on 64 individual trials. Each data point is the root 
mean square of at least four separate threshold determinations and is therefore based 
on over 256 trials. The standard deviations of the individual threshold determi-
nations provide a measure of dispersion. Stimuli were viewed monocularly with the 
dominant eye. 

3 Experiment 1: Weber's law for surface curvature discrimination 
Curvature discrimination thresholds were measured as a function of the curvature of 
the main body of the sphere. Standard curvatures ranged from 0.16 cm- 1 to 1.06 cm-1. 
The test patch was a fixed proportion (20%) of the diameter of the sphere. Thresholds 
are reported in figure 2a. There is an approximately linear increase in discrimination 
threshold with curvature for all three subjects. The data are replotted as Weber 
fractions in figure 2b. In comparison with discrimination thresholds, Weber fractions 
do not vary markedly with curvature, but for two of the subjects (AJ and PP) there 
remains a significant correlation (AJ, r48 = 2.27, p < 0.05; PP, t48 = 5.869, p < 0.05) 
between mean curvature and the value of the Weber fraction. Weber fractions are in 
the range 0.08 to 0.17 with a mean value of 0.11. As a measure of discrimination 
performance, this compares well with a Weber fraction of around 0.1 found by 
E Johnston (1991) for a curvature discrimination task in which cylinders defined by 
binocular disparity were used. The value of the Weber fraction depends upon the unit 
of measurement. When E Johnston's (1991) data are expressed in terms of disparity 
curvature, the Weber fraction is around 0.07, which is in accord with Weber fractions 
of 0.04 to 0.09 for disparity-curvature discrimination reported by Rogers and Cagenello 
(1989). It would appear that shading can be as effective as binocular disparity in 
providing information about surface curvature, which is consistent with the extensive 
use of chiaroscuro in the depiction of surface shape. From a Weber fraction of 0.11 it 
can be calculated that, at a viewing distance of 75 cm, we can discriminate a change 
of 3.7 mm in the radius of curvature of a surface patch on a 7.5 cm diameter sphere. 

The existence of a Weber law for curvature discrimination means that a small 
change in curvature in the surface of an object will be noticeable regardless of the size 

Curvature/cm l 

(a) (b) 
Figure 2. (a) Discrimination thresholds are plotted as a function of the curvature of the main 
body of the sphere. For all three subjects, thresholds increase in an approximately linear 
fashion as a function of the curvature of main body of the sphere. Curvature is expressed as the 
inverse of the radius, (b) The data in (a) are replotted as Weber fractions (curvature discrimina-
tion threshold/curvature). Weber fractions are relatively constant as a function of curvature. 
The slopes of the regression lines are 0.029 (AJ), 0.093 (PP), and -0.0039 (SA). In this and 
subsequent figures, vertical bars represent ± 1 standard deviation. 
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of the object. Over a considerable range, reduction in size should not give rise to a 
change in the representation of surface detail. Thus the Weber law supports shape 
constancy under a scaling of the size of objects. Since changes in viewing distance 
give rise to a size scaling of the retinal image, the Weber law also supports shape 
constancy for translations of the object in the depth plane. However, we also need to 
be able to recognise the identity of an object under a change in lighting conditions. 
In the next two experiments we investigate the effects of changing the light-source 
position on local curvature discrimination. 

4 Experiment 2: Effect of light-source tilt 
Inverting a shaded image usually involves a rotation of the objective position of the 
light source in the scene. This often results in perceptual reversals of apparent depth 
and shape (Ramachandran 1988). Concave patches are seen as convex and vice versa. 
The effect is particularly marked in displays containing a number of convex and 
concave surface patches. This finding has frequently been taken as evidence that the 
visual system appears to be biased towards an interpretation of the scene as illu-
minated from above (Ramachandran 1988). However, illumination effects cannot be 
the sole cause of perceptual reversals since these reversals can occur in scenes which 
have been illuminated from the point of observation (Reichel and Todd 1990). 

We have also found, in common with Reichel and Todd (1990), that when a 
solitary computer-generated object is illuminated from below, the appearance of local 
surface curvature does not undergo any substantial change. There was no obvious 
tendency to interpret the image as a concave object illuminated from above. However, 
given the existence of bistable shaded displays, we wished to determine whether the 
rotation of the light source had any effect on curvature discrimination. Curvature 
thresholds were measured for a 7.5 cm diameter sphere which was illuminated from 
three directions: 45° above (0° tilt), 45° below, and 45° to the right of the line of 
sight. Trials for each of the three conditions were interleaved. The data for four 
subjects are shown in figure 3. There is no consistent effect of the tilt of the light 
source on curvature discrimination. 

• — # P P 
A—A wc 
• — • AJ 
• — • ss 

0 45 90 135 180 225 
Light source tilt/° 

Figure 3. Curvature discrimination threshold for three light-source positions (0°, 90°, and 180° 
tilt). The slant of the light source is constant at 45°. Data for four subjects are superimposed. 

5 Experiment 3: Effect of light-source slant 
For the lighting conditions used in experiment 2 there is little effect of lighting 
orientation on curvature discrimination. However rotating the light source around the 
line of sight simply rotates the brightness distribution in the patch. In experiment 3 
we rotated the light source in the depth plane. We measured curvature discrimination 
thresholds for a 7.5 cm diameter sphere at four light-source slants (15°, 30°, 45°, 
and 60°). The slant gives the angle that the light-source vector makes with the z-axis. 
The tilt of the light source was kept constant at 0°. Clearly thresholds increase as the 
light-source vector approaches the z axis (figure 4). 

0.06 T 

0.04-

0.02-

0.00-



Shape from shading: I 175 

Thus, changing the orientation of the light source with respect to the object will 
change the precision with which we can detect changes in surface curvature. Changes 
in surface curvature are more discriminable when the surface normals are oriented 
away from the light-source direction. Thus, shading is more effective as a cue to 
surface shape when the light source is oblique. Changing the lighting direction should 
also alter the detectability of surface features, making the achievement of object 
constancy over transformations in lighting a more difficult task for the visual system 
than constancy over transformations in scale. 
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Figure 4. Curvature discrimination threshold for four light-source positions (15°, 30°, 45°, and 
60° slant). The tilt of the light source is constant at 0°. Data for two subjects are presented. 

6 Experiment 4: Curvature discrimination in photographic negatives 
Increasing the curvature of the test patch has the effect of increasing the brightness 
range and contrast of the patch. It is also true, as a consequence of the Weber relation 
found in experiment 1, that, whatever the base curvature, a just noticeable difference 
in curvature involves approximately the same change in the contrast of the patch. This 
raises the question of whether subjects are making explicit use of luminance-contrast 
cues, or whether they are responding to a change in perceived curvature as directed. 

Discrimination thresholds were measured for test patches in which the image 
brightness values had been inverted around the mean. This manipulation does not 
change brightness contrast or brightness range, but it does radically disrupt the 
surface-curvature cue (Cavanagh and Leclerc 1989; A Johnston et al 1992). 

Discrimination thresholds for positive and photographic-negative conditions were 
compared for test patches which are (i) presented on their own, (ii) surrounded by an 
annulus, or (iii) surrounded by the annulus and shaded sphere. Thresholds were 
measured by the method of single stimuli. Both for the positive and for the negative 
condition the test stimuli formed an ordered set, which was indexed by the curvature 
parameter, and the subject's task was to decide whether the current stimulus was 
greater in value or lesser in value than a reference. Feedback was provided on errors 
to allow subjects to learn this implicit reference. Subjects were allowed to use 
whatever cues they felt would help them perform the task. Positive and negative trials 
were randomly interleaved. 

Discrimination thresholds were lower for positive than for negative patches (figure 5a). 
This was particularly marked for the sphere-plus-annulus trials. The addition of the 
annulus impaired performance in the case of PM, a naive observer, but had no effect 
on the performance of the two well-practised subjects. For all subjects performance 
was best in the positive sphere-plus-annulus condition. Note that subjects were not 
simply using continuity of brightness to perform the task. Inverting the brightness 
of both the sphere and the patch increased thresholds by at least a factor of two 
(figure 5b). Alternatively, subjects may have based their judgments on some measure 
of the brightness contrast across the annulus or between the patch and the annulus. 
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However this strategy can be discounted because setting the central portion of the test 
patch to the brightness value of the annulus, which leaves information close to the 
annulus intact, increased thresholds by at least a factor of two (figure 5b). 
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Figure 5. (a) Discrimination thresholds were measured for positive and brightness-reversed 
(negative) test patches in three contexts: (i) surrounded by a grey field (luminance 20 cd m"2), 
(ii) surrounded by an annulus in a grey field, and (iii) surrounded by an annulus and a sphere. 
For the negative patches the brightness values were inverted around the mean level of the 
brightness of the patch. Thresholds are generally lower in the case of positive patches. In con-
dition (iii) thresholds are much lower for positive patches, demonstrating that subjects were not 
using simple brightness cues to perform the task, (b) Discrimination thresholds for test patches 
surrounded by the annulus and sphere presented in four conditions; positive patch and sphere, 
negative patch and sphere, positive patch in a negative sphere, and positive patch and sphere 
with the central 50% of the test patch set at the brightness of the annulus. 

7 Experiment 5: Effect of albedo 'jitter' 
In experiment 5 another method is used to investigate whether subjects are making 
their decisions on the basis of simple luminance cues, such as the brightness range or 
the contrast of the test patch. For the Phong model, changing surface albedo has no 
effect on the Michelson contrast of any local surface patch. If subjects were explicitly 
using contrast cues to perform the task then albedo 'jitter' should have no effect on 
thresholds. Discrimination thresholds were measured as a function of the range over 
which albedo was allowed to vary. Data for two subjects are shown in figure 6. 
Thresholds increase for levels of jitter above ±10%, supporting the view that subjects 
are not explicitly using contrast cues to perform the task. 

However, although Michelson contrast is unaffected by changes in albedo, changing 
albedo does have a multiplicative effect on the brightness range and alters brightness 
gradients. Contrast is unaffected by albedo jitter but it is possible that subjects may 
still have used a contrast cue to perform the discrimination task in experiment 5. 
For example, contrast discrimination thresholds may be raised by varying mean 
luminance, although for high-contrast gratings Georgeson and Sullivan (1975) report 
no effect of large differences in mean luminance on perceived contrast. In order to 
investigate this possibility we measured discrimination thresholds for positive and 
negative patches embedded in the reference sphere using the methods we adopted in 
experiment 5. We measured discrimination thresholds using interleaved presentation 
of positive and negative patches, with feedback on errors, at two levels of albedo 
jitter. The data are shown in figure 6. Albedo jitter increased thresholds both in the 
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positive and in the negative control conditions; however, the effects of albedo jitter 
were more marked for the negative controls. If subjects were explicitly using the 
contrast cue the open and filled symbols in figure 6 should overlap. Using the 
curvature cue appears to be a more effective strategy, particularly in the presence 
of noise. 
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Figure 6. Curvature discrimination thresholds for two subjects plotted as a function of the level 
of albedo jitter in the test patch. Note that albedo jitter has no effect on the Michelson contrast 
of the patch. The isolated filled symbols at 0% and 40% albedo jitter are replications of the 
positive-patch conditions for threshold determinations in which positive and negative patches 
were interleaved. Feedback was given on these trials. The open symbols are the data for the 
negative patches. 

8 Experiment 6: Effects of ambient illumination 'jitter' 
We have argued that observers are encoding luminance contrast in order to discriminate 
changes in photographic negative patches but encoding surface curvature in the case 
of positive patches. A more direct way of testing this is to add stimulus noise by 
changing the contrast of the patch from trial to trial. This should have a greater effect 
on threshold in the control condition, in which observers must base their responses on 
negative patches, than in the usual curvature-discrimination task, where subjects can 
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(a) (b) 
Figure 7. Curvature discrimination thresholds are plotted as a function of the degree of 
variation in the ambient-illumination parameter of the Phong illumination model. Changing the 
value of the ambient component has the effect of varying the brightness level and thus the 
contrast from trial to trial. In the maximum-albedo-jitter condition the albedo value is selected 
at random from the range 0-0.2, with mean 0.1. The filled circles are data for positive patches 
and the square symbols indicate the data for photographic-negative controls, (a) Subject AJ; 
(b) subject PP. 
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make their decisions on the basis of perceived curvature. Increasing the level of 
ambient illumination in the Phong model reduces the contrast of the patch without 
changing the brightness gradients or the brightness range. In experiment 6 we mea-
sured thresholds by the method of single stimuli for positive and negative patches 
embedded in the reference sphere. Albedo remained constant throughout but the 
ambient illumination was varied from trial to trial. There were three levels of ambient 
jitter, 0%, ±50%, and ±100%. These values describe the maximum change in the 
albedo term from the base value, which was set at 0.1. The data, plotted in figure 7, 
show that ambient noise or contrast jitter increases thresholds in the negative control 
conditions but has only marginal effects on the curvature discrimination thresholds 
for positive patches. We can conclude that subjects were using the geometrical cue to 
perform the task. 

9 Experiment 7: Slant discrimination thresholds—effect of light-source position 
Stevens (1984) has argued that the detection of changes in higher-order properties of 
a surface, such as surface curvature, may be mediated by detecting changes in the 
topography of surface normals. There is no need, he would argue, for an explicit 
representation of surface curvature in order to explain our ability to detect changes 
in surface shape. If this is the case then performance in the surface-curvature 
task should be predictable from performance in a comparable surface-orientation 
judgment task. 

In this experiment we investigated the effects of light-source direction on surface-
slant discrimination threshold. The stimulus display depicted a Lambertian sphere 
illuminated by a point source. A circular annulus of uniform brightness separated a 
test patch from the main body of the sphere (figure lc). The subject's task was to 
indicate whether the mean slant of the test patch was greater than or less than in the 
null cue condition, in which the test patch and the main body of the sphere were in 
alignment. Measurements were made at four positions along the equator corresponding 
to the 0°, 15°, 30°, and 40° meridians. The light source was located 25°, 45°, or 65° 
above the z axis in the upper quadrant of the yz plane. 

Figure 8 shows slant discrimination thresholds as a function of light-source position 
and meridian averaged over three subjects (PP, A J, and PM). Thresholds decline with 
meridional angle for meridians of 15° or greater. There is also a slight reduction in 
threshold at the central position. At all meridians there is a decrease in threshold as 
the light-source vector approaches the z axis. Discrimination thresholds are at least 
3° and at most 14°. 

15 

10 

• — • 25° slant 
• — • 45° slant 
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Figure 8. Surface-slant discrimination thresholds are plotted as a function of meridional position 
for three light-source directions. The slant of the light source describes the angle the light 
sources makes with the line of sight. Averaged data for three subjects: PP, A J, and PM. 
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In Mingolla and Todd's (1986) study the mean error in reporting surface orientation 
was over 13 deg. We did not find any systematic bias in the mean of the error distri-
bution in our surface alignment task, but this is to be expected, since subjects are 
asked to make a relative judgment rather than an absolute judgment of surface slant. 
Note that the Weber relation for curvature discrimination (experiment 1) is not seen 
in the orientation data—slant discrimination thresholds decrease as slant increases. 
However, it should be pointed out that in the curvature discrimination experiment the 
size of the test patch decreases as curvature increases. The decrease in slant discrimi-
nation threshold as the light-source vector approaches the z axis is in marked contrast 
to the data for the curvature discrimination task where the reverse is the case. This 
argues strongly against the notion that subjects were using changes in the pattern of 
surface normals to perform the curvature task. 

Subjects were instructed to respond on the basis of perceived slant but it is possible 
that other strategies may have been adopted. Slant and mean brightness covary and 
observers may have made their judgments on the basis of simple brightness measures. 
In order to test this we have plotted (figure 9) the change in a number of stimulus 
parameters at threshold for the stimulus conditions and thresholds described in 
figure 8. Clearly, the changes in mean brightness level, brightness range, and Michelson 
contrast all vary across stimulus conditions and therefore thresholds are not predicted 
by a liminal change in any of these measures. It should also be noted that at thresh-
old the change in mean brightness varies from around 3% to 10%. Since the mean 
level of brightness was subject to ±10% random variation, observers would not have 
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Figure 9. (a) The measured change in the luminance range at threshold for the data in figure 8. 
(b) The change in mean luminance at threshold, (c) The change in contrast at threshold. 
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been able to achieve the discrimination performance reported if they had relied on 
mean brightness to perform the task. 

10 Experiment 8: Positive and negative patches—effect of varying the ambient 
illumination 
As an additional control we measured slant discrimination thresholds at the centre of 
the sphere for positive patches and patches in which the pixel intensities have been 
inverted around the mean of the patch. In this experiment the albedo of the patch 
was fixed. If subjects were using a simple strategy based on brightness cues then there 
should be no difference between the data in the positive and photographic-negative 
control conditions. In addition we varied the level of the ambient-illumination com-
ponent of the Phong model from trial to trial. In this experiment the albedo jitter was 
turned off. The mean level for the ambient component was set at 0.2 and the jitter 
value gives the maximum range over which the value of the ambient component was 
allowed to vary as plus or minus a proportion of the mean level. This manipulation 
varies the Michelson contrast of the patch. If subjects were using geometrical cues to 
perform the slant discrimination task then manipulating contrast should have little 
effect on thresholds. If subjects were using some measure of the brightness or change 
in the contrast of the patch to make their judgments, then adding noise should 
increase thresholds. The results are shown in figure 10. We find that thresholds are 
higher for the photographic-negative control conditions particularly for high levels of 
ambient jitter. This shows that subjects were not using a simple brightness or contrast 
cue to perform the task. Note this also argues against the idea that subjects are using 
the pattern of isophotes in order to perform the task as the manipulation simply 
changes the sign of the gradients; it leaves the pattern of isophotes and the magnitude 
of the brightness gradients intact. 

The effects of brightness reversal on curvature and slant discrimination thresholds 
are rather surprising given that negation does not introduce a change in the contrast 
or the brightness range of the test patch, and therefore the sources of threshold-
limiting noise in these tasks require some further consideration. There should be no 
substantial difference in stimulus-related noise. However, in the case of positive 
patches, there is a consistent geometrical interpretation available for use in arriving at 
a decision. One effect of this is to aid the maintenance of a stable internal standard 
or criterion on which to base judgments. Thresholds are reduced in the presence of 
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Figure 10. Surface-slant discrimination thresholds plotted as a function of the ambient jitter 
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the main body of the sphere because it acts as a visible reference surface, allowing 
decisions to be made on the basis of relative curvature or relative orientation and 
providing for further stability of the internal representation. In the case of negative 
patches, there is no unifying geometric primitive on which to base judgments and we 
propose that this leads to problems in the acquisition and maintenance of a stable 
criterion in these tasks. 

11 Experiment 9: Effect of integrating shading and texture 
There are at least two plausible accounts of what effect combining shading and 
texture cues might have on curvature discrimination. It is possible that providing 
multiple estimates of surface curvature might improve curvature discrimination. 
Alternatively, the presence of texture may be considered to introduce noise into the 
shape-from-shading computation, since it is usual, in shape-from-shading models, to 
assume any brightness changes in the image are due to changes in geometry rather 
than to changes in albedo. A shape-from-shading module as currently conceived 
would have no facility for interpreting texture as a cue to depth. Todd and Mingolla 
(1983) and Biilthoff and Mallot (1990) report that combining shading and texture 
cues improved the accuracy of curvature judgments. However, Lehky and Sejnowski 
(1990) report that their neural network shape-from-shading model, which is able to 
classify the orientation and curvature of surfaces, was much less effective in the 
presence of surface texture. 

We measured curvature discrimination thresholds for shaded and textured spheres 
as a function of texture contrast (figure lb). Surface texture is specified as a variation 
in surface albedo. We used a band-limited grey-level image to modulate the mean albedo 
level, bandwidth = 1 octave, centre frequency = 57.6 cycles per image. Surface albedo 
is calculated from the relation s = m + ct, where s is the computed albedo, m is the 
mean albedo, t is the texture value at a particular position in the texture map, and c is 
a scale factor controlling texture contrast. The texture values varied randomly 
between +1 and - 1 . The Michelson contrast of the texture is c\m. The texture was 
scaled spatially to compensate for changes in surface curvature in such a way that the 
centre frequency in cycles per unit arc length remained constant, plus or minus a random 
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Figure 11. Curvature discrimination threshold is plotted as a function of contrast for a 7.5 cm 
diameter sphere. We found a gradual but systematic increase in threshold with texture contrast. 
Surface texture is specified as a variation in surface albedo. We used a band-limited grey-level 
image to modulate the mean albedo level, bandwidth = 1 octave, centre frequency = 57.6 
cycles per image. Surface albedo is calculated from s = m + ct, where s is the albedo, m is the 
mean albedo, t is the texture value at a particular position in the texture map, and c is a scale 
factor controlling texture contrast. The band-limited texture values varied randomly between 
+ 1 and —1. The Michelson contrast of the texture is c/m. 
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factor of 5%, for all test patches. The texture of the main body of the sphere 
remained constant throughout the experiment, but for the test patch the position and 
orientation of the sampled region in the texture map was varied from trial to trial. 

We found a systematic but gradual increase in discrimination threshold as texture 
contrast increased (figure 11). It would appear that the shape-from-shading mecha-
nisms of the human visual system are robust in that substantial variation in albedo can 
be tolerated without radical loss of curvature discrimination. However, large varia-
tions in brightness, which are unrelated to shading effects, result in a doubling of 
discrimination threshold, demonstrating that texture can be considered to act as a 
source of noise in a shape-from-shading computation. 

12 Experiment 10: Slant from shading and texture 
Human observers typically underestimate surface slant from optical texture (Braunstein 
1976). Gibson (1979) explains these constant errors in slant perception as resulting 
from the lack of a visual reference, and points to relative slant as a more robust cue 
(Todd and Akerstrom 1987). Cutting and Millard (1984) found that subjects could 
easily discriminate between curved and flat surfaces on the basis of texture. There-
fore it is surprising to find that texture can interfere with the recovery of surface 
curvature. In the next experiment we investigated whether the marked differences 
found in the effectiveness of texture and shading cues in curvature discrimination 
would also be found in the slant discrimination task. 

In this experiment the sphere was either rendered by shading alone, texture alone, 
or by using a combination of shading and texture. In the shading conditions the light 
source was positioned in the upper quadrant of the yx plane at 45° to the z axis. 
In the texture-alone condition the ambient illumination parameter in the Phong model 
was set to 0.45. In other respects the stimulus and experimental procedure were 
identical to those used in experiment 7. Slant discrimination thresholds were mea-
sured as a function of meridional position on the sphere. Figure 12 shows the data 
for two subjects. Thresholds were consistently higher in the texture-alone condition 
(approximately 30° at the 0° meridian) than in the shading-alone condition (approxi-
mately 10° at the 0° meridian). Thresholds in the mixed-cues condition tended to be 
higher than in the shading-alone condition but there is little difference between these 
conditions at the 30° and 40° meridians. For both subjects thresholds tend to 
decrease over the 15° to 40° meridian range. It can be seen from the data that, for 
curved surfaces, shading is a much more effective cue to surface orientation than is 
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optical texture. There was only one condition (PM, 30° meridian) in which the 
presence of texture appeared to improve on shading presented alone. 

13 Experiment 11: Generalisation across position 
It is not clear from experiment 9 whether the texture cue makes an effective contribu-
tion to shape discrimination. In experiment 10 we found that thresholds for slant 
discrimination were extremely high for curved surfaces defined by band-limited 
textured cues alone. Slant discrimination improved as the mean slant of the surface 
patch increased. In order to investigate the effects of surface slant on curvature 
discrimination, thresholds were measured at a range of positions on the sphere for 
surfaces defined by shading, texture, and shading and texture combined. The texture 
contrast was set at 1.0. 

The data are presented in figure 13. Discrimination in the texture-without-shading 
case proved very difficult and we were unable to measure thresholds by our techniques. 
For shading cues alone there was little effect of the position of the test patch on 
discrimination threshold. However, in the mixed-cues condition, the influence of 
texture on threshold is much reduced at the 30° and 40° meridians in the case of AJ, 
and eliminated at the 40° meridian in the case of PP. Thus, although texture intro-
duces noise into the shape-from-shading process, the effects may only be seen when 
texture provides a relatively ineffective cue to depth. 
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Figure 13. Curvature discrimination thresholds for spheres defined by shading alone and by a 
combination of shading and texture are plotted as a function of meridional angle, (a) Subject AJ; 
(b) subject PP. 

14 Discussion 
14.1 Curvature, contrast, or luminance discrimination? 
How do subjects decide on the correct response in the curvature discrimination task? 
They may encode the curvature of the patch and choose to respond positively when 
the value of the perceived curvature is greater than some criterion value. The discrim-
ination threshold provides a measure of the subjects' uncertainty about that decision. 
Alternatively, they may encode the contrast of the patch and then the discrimination 
threshold would provide a measure of the uncertainty associated with the decision 
based on contrast. Furthermore, as has been noted elsewhere, a change in contrast 
involves increments and decrements in brightness and subjects might form their 
decision on the basis of an encoding of these local brightness changes rather than of 
contrast (Gottesman et al 1981). Thus the measure may reflect the noise distribution 
or uncertainty associated with any of a number of indicators which characterise the 
changes in the patch. What limits performance? 

It is usual to think that noise or uncertainty can only increase as signals progress 
through the visual system, although there is evidence against this view (Bowne 1990), 

and texture 
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and that if we cannot discriminate effects (the changes in brightness in the image), we 
will not be able to discriminate causes (the changes in surface curvature or slant). 
However, this is an overly sequential view of visual processing and decision making. 
What limits performance depends upon the structure of the visual scene. Consider 
the task of judging whether a bright spot in a dark environment has moved. Our 
uncertainty about the position of the dot in the scene will include factors related to 
our uncertainty of its position on the retina and our uncertainty about the position of 
the eye. If we include a visual fixed reference, another dot placed close to the first, 
our thresholds for detecting the change of position of the test dot will be reduced, 
even though there is now positional uncertainty with respect to the locus of each dot. 
The task is limited by a relative change in the scene, and noise associated with the 
position of the eye can be discounted. A similar argument applies to detecting a 
change in the reflectance of a bar in an empty environment. Changes in brightness 
may be due to changes in the strength of illumination or changes in the overall 
sensitivity of the visual system to light rather than changes in reflectance. Including 
another object as a reference allows the subject to use a differential signal, luminance 
contrast, instead of luminance, thereby reducing noise and improving discrimination. 
Thus we would argue, contrary to the general view, that changes in stimulus configu-
rations or patterns should be more discriminable than changes in the elementary 
components which make up those patterns, assuming, for the sake of argument, that 
these elementary or primary sensations can in fact be isolated. 

Changes in surface albedo and strength of illumination introduce a pattern of 
changes in the brightness of a surface but, because changes of illumination strength 
and albedo are essentially multiplicative factors, the relative brightnesses resulting 
from the geometry of the surface and the position of the light source are conserved. 
Since perceived curvature is not greatly affected by these changes, we assume there is 
some mechanism for encoding these relative changes as surface curvature. This 
mechanism must be sensitive to the sign of the brightness pattern since inverting the 
sign of the brightness with respect to the mean gives rise to a quite different geometri-
cal interpretation, if indeed an alternative interpretation exists. In the case of the 
curvature discrimination task the fact that thresholds are lowered relative to negative-
patch controls can be understood if we accept that we have a mechanism which 
encodes the curvature of surfaces on the basis of the brightness patterns in the image. 
If subjects have to rely on encoding brightness contrast, as in the negative-patch-
control conditions, they will be less certain of their responses particularly when 
subjects are provided with a reference surface, the sphere, which allows differential 
judgments of curvature. 

We have demonstrated that curvature discrimination thresholds are lower for 
positive spherical patches than for photographic-negative control patches which 
undergo equivalent contrast changes. We note that contrast discrimination thresholds 
for light and dark bars are the same when contrast is described in terms of the 
Michelson ratio (Legge and Kersten 1983). In addition the curvature discrimination 
task was more resistant than the negative-patch control task to stimulus noise, demon-
strating that subjects made their decisions on the basis of perceived curvature. 

14.2 Curvature and the representation of local shape 
Although shading may be a poor cue to the relative depth of points on a surface 
(Reichel and Todd 1991) it does appear to be a good source of information about 
surface curvature. Weber fractions for discrimination of local surface curvature from 
shading were comparable to Weber fractions found in studies of global shape changes 
for objects defined by binocular disparity cues (E Johnston 1991; Rogers and Cagenello 
1989). Todd and ReicheFs (1989) argument, that the representation of depth from 
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shading is coarse-grained, rests on the evidence of a lack of precision in relative-depth 
and orientation judgment tasks. While we do not dispute the finding that it is difficult 
to recover surface distance and orientation from shading, the surface-curvature data 
invite a re-examination of the question of how shape is represented in the human 
visual system. 

In the general case, we do not have prior knowledge of the objects and environ-
ments we perceive. Therefore the description of the shape of objects we derive must 
be sufficiently general to apply to arbitrary surfaces and should not be bound to 
individual objects. Since the visual tasks we are called upon to perform are not, in 
the general case, predetermined, we need a description which is sufficiently rich to 
provide useful information for other visual and cognitive processes; and since the 
shape of an object is independent of scale and orientation, we also need to be able to 
represent shape in a way which is scale and rotation invariant. 

The computer-vision literature suggests ways in which surface geometry may be 
represented in the human visual system. Barrow and Tenenbaum (1978) and Marr 
(1982) argued for local image-based descriptions of surface distance and orientation. 
Recently, Koenderink (1990) described a novel parameter space for the description of 
second-order variation in surface geometry (figure 14) which has the advantage that 
it separates changes in local shape from changes in scale. In classical differential 
geometry local variation in surface shape is captured by the two principal curvatures 
(kl9 k2), which describe the maximum and minimum values of the geodesic curvature 
for all normal sections of the surface at a given point. At an umbilical point the 
geodesic curvature is identical for all normal sections, otherwise the sections giving 
rise to the curvature extrema are orthogonal. Koenderink's local-shape parameters 
(R, S) can be thought of as polar coordinates in the kl9 k2-plane. The first parameter 
of the local-shape index, 'shape' (5), indexes all possible combinations of relative values 
for the two principal curvatures (kl9 k2) with the root mean square of the principal 
curvatures held constant. The second parameter, 'curvedness' (R), is defined as the 
root mean square of the principal curvatures and describes the scale of the changes. 

The form of the representation of surface variation has important consequences 
for the stability of the description under simple transformations and therefore for the 
attainment of object constancy (A Johnston 1992). A surface description in terms 
of range or distance changes under rotation, scaling, and translation in depth. The 
orientation of a surface patch changes if one rotates the object or the reference frame 
but is not affected by a scaling transformation. A description in terms of surface 
orientation is scale invariant but a description in terms of surface height is not. Since 
curvature is a property of the surface it is invariant under rotations and translation 
(Lehky and Sejnowski 1990) but, as Koenderink (1990) points out, a description of 
surfaces in terms of mean curvature does not capture the invariance of shape under 

Table 1. Invariance of surface descriptors under various transformations. The star indicates 
invariance. 

Surface descriptor Transformation 

translation scaling two-dimensional three-dimensional 
in depth rotation rotation 

Range 
Height • * * 
Orientation * * 
Mean curvature * * * 
S * * * * 
R * * * 
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transformations in scale. A sphere of any size is spherical but its mean curvature 
varies as the inverse of its radius. However, the local shape parameter, S, the relative 
magnitude of the principal curvatures, is scale invariant. The scale of the changes in 
surface curvature is captured by the curvedness parameter. These relationships are 
summarised in table 1. 

Since the relative curvedness of regions of an object are more important for 
describing its global shape than are the absolute values of curvedness, which only 
reflect global scale, it would be appropriate to describe curvedness in logarithmic 
units. This has the advantage of making proportions explicit and, since it is a relative 
scale, it removes the need for an absolute metric (Koenderink 1990). Koenderink 
points out that the ku k2 -plane can be conveniently transformed by a conformal 
logarithmic polar mapping to construct a rectangular grid with shape described along 
one axis and curvedness along the other (figure 14). Curvedness is now properly 
represented in logarithmic units. If curvedness was represented logarithmically in the 
human visual system we would expect Weber fractions for curvature discrimination to 
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be constant, as was found in experiment 1. Thus the Weber law for curvature from 
shading supports global shape constancy over changes in scale or changes in depth, 
since a small change in surface curvature will be equally discriminable over a wide 
range of scales, and provides some psychological validity for the logarithmic scaling 
of Koenderink's local-shape index. 

14.3 Interaction of depth cues 
Texture appeared to provide little information about surface curvature. This finding 
may have been influenced by the type of texture used. However, the band-limited 
random-noise textures used in these experiments were regular, non-oriented, and limited 
in spatial scale; attributes which might have been expected to aid segmentation and 
the recovery of the effects of perspective distortion (Johnston A 1989; Stevens 1981; 
Witkin 1981), which is the primary source of geometric information in the case of 
textured images. More constrained textures containing clear contours, for example 
checkerboards or randomly oriented lines, were avoided, since subjects could have 
based their decisions on two-dimensional line-curvature cues. 

It was demonstrated that the presence of consistent texture cues can reduce the 
precision of curvature judgments. The clear implication of this finding is that texture 
can act as a source of noise in the shape-from-shading computation. This supports 
the view that the depth-perception system is composed of a collection of autonomous 
modules which can only accept information as pertinent to the particular computation 
they perform. The information that variation in brightness can be interpreted as 
surface texture is not available to the shape-from-shading module. However, the 
finding also demonstrates that the processing of depth cues is not entirely indepen-
dent. The presence of a depth cue of a particular kind, texture, can interfere with the 
processing of shading information. The presence of surface texture can also assist 
the processing of binocular-disparity information as has been shown by Bulthoff and 
Mallot (1988). Thus, in considering the integration of cues to depth we need to 
acknowledge the effects pf low-level intramodule interactions as well as strategies for 
the combination of the results of autonomous computations. 

Although texture was shown to increase curvature discrimination thresholds, the 
data demonstrate a gradual degradation in performance rather than a catastrophic 
loss of precision. There is only a marginal decline in threshold over the first half of 
the range tested. This robustness of shape from shading to the presence of texture is 
to be expected give that, in the natural environment, textured surfaces are ubiquitous. 
However, the performance of Lehky and Sejnowski's (1990) neural network shape-
from-shading model was badly affected by the addition of a polka-dot texture of 
random reflectance when the polka dots matched the size of the input spatial filters. 
Lehky and Sejnowski's neural network algorithm is not a general-purpose shape-from-
shading method, but, more general, photometric shape-from-shading techniques in 
computer vision are also badly compromised by the presence of texture since they 
assume brightness changes are due to changes in surface geometry rather than albedo 
(Horn and Brooks 1989). 
14.4 Sequential symbolic or autonomous computation 
The intrinsic images of Barrow and Tenenbaum (1978), Marr and Nishihara's primal 
and 2.5-D sketch (Marr 1982; Marr and Nishihara 1978), and the height and gradient 
maps of shape-from-shading analysis (Horn 1990) give rise to the notion of a symbolic 
pipeline architecture for the visual processing of surface geometry, in which one form 
of representation of surface variation can be computed locally from another image-
based representation. Since an orientation map and all other local surface descriptors 
used in differential geometry can be derived from a range map, it is possible to envisage 
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the mandatory calculation of a whole array of images containing symbolic descriptions 
of higher-order properties of the surface (Carman and Welch 1992). 

In particular, if the encoding of surface curvature was dependent on the encoding 
of surface orientation or surface height, we would expect that factors affecting the 
precision of judgments of surface spatial position or of surface orientation should also 
affect judgments of surface curvature. However, this conclusion is not supported by 
the data. Texture did appear to interfere with judgments of both slant and curvature 
at the 0° and 15° meridians while having little effect at the 40° meridian, but we 
found that reducing the light-source elevation increased curvature thresholds while 
reducing slant discrimination thresholds. Slant thresholds tended to decrease with 
meridional angle but there were no similar effects of meridional angle on curvature 
thresholds. 

Stevens (1984) has argued that curvature discrimination may simply reflect the 
detection of a change in the pattern or topography of a local surface-orientation map. 
We calculated that for an illumination slant of 60° the maximum change in the 
orientation of local surface normals, at threshold, in the curvature discrimination task 
was less than 1°. With similar lighting parameters the minimum change in local 
surface orientation, at threshold, in the slant discrimination task was found to be 
greater than 11°. This leads us to believe that surface-curvature encoding is primary. 
In particular we claim that thresholds are not dependent on detecting patterns of 
change in a surface-orientation map, that curvature is not encoded from a symbolic 
description of surface orientations, and that curvature and orientation must be 
encoded directly from image intensities. 

15 Conclusion 
We found that shading cues can be as effective as binocular disparity cues in the 
recovery of higher-order information about surface shape. Texture was not found to 
be an effective cue to the magnitude of local curvature. It is quite likely that texture 
cues require a greater spatial support than shading cues. Even texture cues which are 
consistent with the shading cues and therefore carry information about surface shape 
can interfere with shape from shading, demonstrating that texture can act as a source 
of noise in these tasks. Koenderink's local-shape index was seen as providing a good 
model of the kind of information that the human visual system needs to acquire from 
shaded images. We propose that the recovery of surface curvature from shading is 
primary and does not depend upon the prior encoding of surface orientation. 
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